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Abstract
Polyethylene wear in the acetabular components of hip prostheses is implicated in
loosening and failure. Radiographic measurement of wear is used to identify patients
at risk and to assess prosthesis designs. This paper focuses on analysis of prostheses with cemented acetabular cups from anteroposterior radiographs. The articular
surface of the femoral head and the acetabular rim marker are modelled as spherical and circular respectively, resulting in elliptical image projections. Methods for
automatically localising these structures in radiographs are presented using robust
ellipse fitting and various error functions. Special attention is paid to the acetabular
marker since this often projects as a highly eccentric ellipse. Robust fitting enables
successful localisation in the presence of clutter without the need for user interaction. Finally, the use of these ellipses as reference structures for wear estimation is
investigated and the effect of eccentricity errors is highlighted.

1

Introduction

Acetabular wear is the major cause of aseptic loosening of total hip replacements (THR),
leading to costly revision surgery and patient discomfort. Accurate estimation of wear
is therefore important for early assessment of prosthesis performance. Wire markers are
typically attached to the polyethylene acetabular component of a prosthesis so that both
it and the metal femoral head component can be imaged effectively using standard x-ray
imaging. Displacement over time of the femoral head component relative to the acetabular
cup indicates wear, the main component of which will be apparent in an anteroposterior
(AP) radiograph. In this paper, automated methods for measuring acetabular wear based
on localising the femoral head and acetabular cup rim in AP radiographs are proposed and
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investigated. Both of these prosthesis components give rise to elliptical image structures.
A contribution of this paper is to show how these structures can be reliably segmented
using local models of appearance, local search, appropriate error functions and a statistically robust fitting algorithm. The use of relative displacement of these ellipses for wear
measurement is investigated with particular emphasis on eccentricity errors which arise
due to the highly eccentric appearance of the acetabular rim.
The remainder of the paper is organised as follows. Section 2 provides relevant background
on total hip replacements. Section 3 briefly reviews existing methods for estimating acetabular wear. Section 4 describes the method used to model the shape and local appearance
of the femoral head and acetabular rim marker in the image. Section 5 describes how
these models can be used to perform localisation. Section 6 investigates the use of robust
ellipse fitting to enable localisation in the presence of clutter and presents empirical comparisons using both synthetic and clinical data. Section 7 discusses wear estimation and
investigates the extent to which eccentricity errors need to be considered. Finally, some
conclusions regarding clinical relevance and implications for related methods are drawn
in Section 8.

2

Background

Total hip replacement is one of the most common orthopaedic procedures. It is most
often performed on patients aged between 50 and 60 but also on younger patients as well
as animals (1; 2). Recipients have usually suffered from severe osteoarthritis, irreparable
hip fractures or aseptic necrosis. Each hip prothesis has a femoral and an acetabular
component. The former is typically made from titanium or cobalt-chromium alloy and the
latter from ultra-high molecular weight polyethylene with the option of a metal backing.
Numerous new models are patented every year. Furnes et al. (3) reported that there were
over 200 different implant combinations used in Norway in 1996. Within the UK, Murray
et al. (4) noted that 19 different companies were manufacturing 62 different models of
implant for primary THRs, most without results published in peer-reviewed journals.
Hip prostheses can be categorised according to the method of fixation used. In a cemented
THR, the acetabular cup and the femoral stem are cushioned to the skeleton with a layer
of polymethylmethacrylate bone cement. The acetabular cup is sometimes metal backed
to allow the changing of worn polyethylene components without disrupting the cementbone interface. Alternatively, in cementless THR, the acetabular cup is press-fitted, held
in place by the tightness of fit and screws. Cementless acetabular cups are always metal
backed since bone tissue does not react well to direct contact with polyethylene or ceramic. Some surgeons use a hybrid in which one component is cemented while the other
is cementless (5). Cemented THR remains the most popular method of fixation. The
experiments reported here used cemented acetabular cups with wire rim markers.
A THR is said to have failed when it becomes ineffective, typically when the patient experiences increased pain and loss of motion. The lifespan of a prosthesis is 10-20 years (6). In
the UK, 5, 000 of the 40, 000 THRS performed annually are revisions (1). Revision THRs
have a higher rate of infection and poorer performance (7). Aseptic loosening is the chief
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cause of THR failure and is related to prosthesis migration and wear of the acetabular
component. For example, 75.3% of revisions in Sweden during the period 1979-2000 were
due to aseptic loosening (8). One recent study reported that out of 100 prostheses, 16
acetabular cups were revised due to osteolysis induced loosening (1).
Loosening can be caused by osteolysis, a condition in which bone resorption exceeds bone
formation, resulting in loss of bone volume. McKellop et al. (9) suggest that osteolysis in
THR patients is due to adhesion, abrasion and fatigue creating wear particles. These are
less than 10µm in size and potentially consist of metal, ceramic, cement or polyethylene.
Some particulate debris can penetrate the interface between prosthesis and bone, stimulating the cellular response leading to osteolysis (10). It was once thought that cement
particles caused the lytic process and this motivated the introduction of cementless THR.
However, femoral lysis is in fact more prominent with cementless components, suggesting
that cement might actually protect against lysis (11). Acetabular cup polyethylene, the
softest of the materials used in THR, is the major source of particulate debris. Attempts
to reduce the rate of polyethylene wear have led to the creation of more durable acetabular
cups. Cates et al. (12) noted that metal backing in cemented THRs, intended to stiffen
the polyethylene and produce a more even distribution of stress, led to an increased rate
of wear. More success has been obtained by crosslinking polyethylene carbon-hydrogen
chains (9). Ceramic components manufactured from alumina and zirconia are smoother,
harder and in the laboratory have shown a reduced rate of volumetric wear (13). However
there have been problems with ceramic THRs such as the recall of St. Gobain Desmarquest’s ceramic femoral heads due to their high fracture rate after a manufacturing process
change in 1998.
Acetabular wear results in changes in the shape and size of the volume occupied by the
acetabular component. The terms linear wear and volumetric wear have been used in the
literature to connote the largest depth of wear, w, and the total volume, v, of polyethylene
lost, respectively (14). Modelling the worn volume as cylindrical gives v = πr2 w where r
is the radius of the femoral head. Kabo et al. (15) found that the actual wear obtained
from retrieval studies was only 53% of that estimated using this model. They proposed
a refinement taking into account the direction of linear wear so that v = πr2 w 1+sin(β)
2
where β is the angle between the acetabular rim and the direction of wear. In addition to
wear, penetration can be caused by irreversible polyethylene deformation known as creep;
polyethylene flows away from the area of high pressure and the femoral head penetrates
the acetabular cup in the direction of the applied force. This does not cause loss of
polyethylene and can in theory lead to overestimation of acetabular wear (16). However,
polyethylene deformation has been found to be negligible after 12-18 months. Advances
in the manufacture of polyethylene have all but eliminated deformation as a cause of
prosthesis failure.
THRs are routinely assessed by x-ray imaging using plane radiographs 1 . During acquisition of an AP radiograph (Fig. 1), the radiologist aims the centre line of the radiation
at the symphysis pubis. Film-focus distance is not always recorded but has been found
experimentally to range from 900mm to 1300mm (18; 19) and is typically quoted as being
1

CT is hampered by surface scatter from metal implants preventing it from being used to assess
THR. Scatter correction has been proposed (17) but is not used in standard clinical practice.
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(a)

(b)

Fig. 1. (a) A diagram of a cemented prosthesis overlaid on an AP radiograph. (b) The region
of interest on an AP radiograph showing (1) the acetabular rim wire marking the opening of
the acetabular cup, (2) the edge marker used by Charnley to measure acetabular wear, (3) the
femoral head, (4) the neck and (5) the stem of the prosthesis.

1000mm (20). The distance from the centre of the femoral head to the film has similarly
been determined to range from 180mm to 270mm. Some variation in rotation of the film
plane relative to the beam centre (intrinsic rotation) and relative to the patient (extrinsic
rotation) will also occur. Magnification can be corrected using the known diameter of the
prosthetic femoral head. Mediolateral (ML) radiographs are more difficult to standardise
than AP radiographs (20); contralateral structures can appear superimposed on the hip
and consistent positioning of the patient can be problematic due to discomfort. Thus an
ML radiograph is not always available to the clinician.

3

Previous Work on Estimation of Acetabular Wear

Existing methods for estimation of wear from radiographs can be categorised as uniradiographic, involving analysis of a single x-ray image, or duoradiographic, involving analysis
of two radiographs taken at different times, typically the postoperative radiograph and
the latest follow-up radiograph. It is difficult to make direct, quantitative comparisons
between methods based on their reported accuracy or repeatability because of the varied
ways in which these measurements are obtained and reported. Methods vary in the extent
to which they are automated. Several aim to estimate linear wear solely within the AP
view since this is where the majority of wear manifests itself (21). The earliest and still
most widely used methods are manual in nature.

3.1

Manual Methods

Initial uniradiographic and duoradiographic studies conducted by Charnley et al. (22; 23)
used a wire marker on the periphery of the acetabular cup (Fig. 1) and based wear estimates on two image distance measurements between the femoral head contour and the
wire marker. These methods have since been criticised as unreliable, the uniradiographic
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method being more so, partly due to poorly controlled image acquisition (24). However,
Griffith et al. (25) reported that the duoradiographic technique could give consistent wear
measurements provided that the aim line was centered on the symphysis pubis and that
the wire marker was not rotated more than 10◦ out of the coronal plane. They estimated
mean wear for a data set with an average age of 8.3 years as 0.07mm/year, approximately
half the rate reported previously by Charnley et al.. Wroblewski (26) compared estimates
obtained using Charnley’s duoradiographic method with measurments obtained in retrieval studies and found a strong correlation between them. They reported mean wear
of 0.22mm/year using Charnley’s method against mean wear measured from retrieval of
0.19mm/year.
Livermore et al. (14) proposed a duoradiographic method using a transparent overlay with
a set of concentric circles at 1mm increments of radius. The transparency was manually
aligned on the radiograph film in order to estimate the centre of the femoral head. The
shortest distance between the acetabular cup cement interface and the femoral head centre
was estimated by means of a compass and caliper and estimates of the direction of wear
were similarly obtained. Paired measurements of wear using Livermore’s method were
found by Martell et al. (27) to have a standard deviation of 0.72mm when conducted
by the same observer. Despite this poor repeatability, this method remains the most
widely used for assessing acetabular wear (28). As Cowell (29) noted, there is considerable
intra-personal and inter-personal variability when surgeons annotate a single line on a
radiograph, never mind a method of this relative complexity.

3.2

Interactive Computer-Assisted Methods

Jones et al. (30; 31) first reported an interactive computer system (MAXIMA) to assist in
localisation of prosthesis reference points such as the femoral head centre, stem midline
and stem tip. Manually selected landmarks were used to initialise local contour searches
based on custom edge enhancement filters. Active shape models have been applied to automatically and simultaneously segment contours of the femur, pelvis, stem and acetabular
rim (32). They do not appear to have been applied to wear assessment.
Shaver et al. (33) created duoradiographic image analysis software for linear wear estimation with metal-backed acetabular cups. An initial estimate of the femoral head centre
was based on a circle fitted to three user-defined points on the elliptical arc of the head
contour. Radial lines were searched using an edge filter, resulting in a locus of points
clustered around the contour of the femoral head. An ellipse was fitted to these points
using a least-squares method (34). This procedure was then repeated to find the contour
of the metal-backed acetabular cup. Wear estimates were based on changes in displacement of the femoral head centre relative to the acetabular cup centre and in separation of
points on the elliptical arcs. When evaluated on radiographic data with ground-truth, a
mean error of 3.6% was reported as compared to a mean error of 23.1% using the manual
method of Livermore et al..
Chen et al. (35) fitted circles to femoral head and acetabular cup contours and used
knowledge of the actual head and cup size along with imaging parameters to estimate
5

the component of wear out of the plane of the radiograph. This duoradiographic method
relied heavily on knowledge of imaging parameters such as the film-focus distance and did
not model uncertainty in these parameters.
Similarly to Shaver et al. (33), the uniradiographic method of Hatfield et al. (36) began by
fitting a circle to user-selected points on the femoral head contour. Radial searches were
then performed for high gradients with appropriate intensity levels. The circular contour
was then refined interactively through a process of manual outlier removal and automatic
fitting. A similar approach was used to locate the acetabular cup edge wire albeit with a
different filter and ellipse fitting. The removal of outliers was necessary especially in order
to account for a radiopaque structure known as the mexican hat, a wire mesh used to
plug gaps in the pelvis during surgery.
The uniradiographic method of Eggli et al. (37) also fitted a circle to manually selected
points on the femoral head contour. However, it used the centre of the elliptical projection
of the acetabular rim wire to estimate wear based on the distance in the image between
it and the femoral head centre. The rim centre was computed based on manually selected
points at the ends of the major axis of the elliptical rim contour. Annotation of the major
axis was most likely very subjective. No account was taken of eccentricity error. The
method also used the location of the teardrop feature of the pelvis to define a co-ordinate
system for measuring wear.
Some methods can make use of the ML view when it is available in addition to the AP
view in order to better estimate wear in 3D. It should be noted that these views are
usually not acquired simultaneously, often require repositioning the patient, and are not
calibrated with one another. Martell et al. (27) created a duoradiographic method for
metal-backed prostheses. Two reference points were placed on the caudal most parts of
the ischial tuberosities, an area of the lower part of the pelvis. Circles were fitted to the
femoral head and acetabular cup using the Hough transform and ad hoc edge filters. The
user could interactively constrain the fit by selecting regions of interest and annotating
points on the contours. Knudsen et al. (38) reported that this method had a standard
deviation of paired measurements of 0.332mm.
Devane et al. (39) attempted to measure 3D wear from AP and ML radiographs with
metal-backed cups assuming that the beam centre and film-focus distance parameters
were known. Circles were fitted to manually annotated points on the femoral head and
acetabular cup contours in both views. Concentric ellipses were fitted to the inner and
outer contours of the acetabular rim also based on manually annotated points. Visualisations of the cup and head were created using 3D models based on the manufacturer’s
specifications (Fig. 2). The accuracy of the method for estimating volumetric wear was
reported as ±0.411 cm3 based on an evaluation with 10 sets of AP and ML radiographs of
cases with known volumetric wear. A version of this method is commercially available as
Polyware and uses local feature search to refine the manually annotated points. However,
it remains a highly interactive method and clinicians have reported finding the software
interface “complex” (28).
None of the methods described above for measuring acetabular wear are fully automatic.
Human annotation thus introduces intra-observer and inter-observer variability. Several
6

(a)

(b)

Fig. 2. (a) Circle fitting and (b) visualisations of AP and ML views created using Polyware.

of the methods assume that the cup is metal-backed. The remainder of this paper is
concerned with automating analysis of prostheses with acetabular cups that are not metal
backed. The image of the wire marker at the rim of the acetabular cup will be used for
this analysis.

4

Modelling femoral head and acetabular rim contours

The acetabular rim wire marker and the articular surface of the femoral head can be
modelled as circular and spherical, respectively. The femoral head gives rise to an elliptical
arc in the radiograph which is extremely close to circular. The acetabular rim marker,
conversely, projects as a clearly non-circular ellipse due to (i) rotation in depth and (ii)
translation away from the x-ray beam centre. Localising the femoral head and acetabular
rim can therefore be formulated as the problem of localising two elliptical structures in the
AP image. The elliptical projections of acetabular rims in standard clinical radiographs
typically have eccentricities 2 between 0.8 and 1.0. When, in extreme cases, the circular
contour of the acetabular rim projects as a linear structure (Fig. 3), the method cannot
be used to localise the contour.

Fig. 3. Extreme rotation in depth can result in the acetabular rim marker projecting as a linear
structure.

Previous work on radiographic THR analysis has used general purpose or ad hoc edge
2

Eccentricity is defined as e =
lengths.

q
1−

b2
,
a2

where a and b are the major and minor semi-axes
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filters to model the local appearance of structures of interest (30; 33; 36). In preference
to such an approach, local appearance models are learned here from annotated training
images, similarly to the approach commonly adopted with active shape models (40). A
training set is prepared by manually annotating points on contours in training examples.
Specifically, points at the start and end of the elliptical arc of the femoral head contour
were annotated. Further points were then anotated by repeatedly selecting points midway,
in terms of arclength, between existing points. A second set of points was annotated on
the acetabular rim wire with points more closely spaced at higher curvature. Ellipses
were automatically fitted to these point sets using least-squares fitting. Fig. 4 shows an
example.

(a)

(b)

(c)

(d)

Fig. 4. (a,b) Annotated points on the femoral head and acetabular rim of a training example.
(c,d) Ellipses fitted to these point sets (with ellipse normals also shown).

Equation (1) gives a conic section when Ea (x, y) = 0 and an ellipse when B 2 − 4AC < 0.
Ea (x, y) = Ax2 + Bxy + Cy 2 + Dx + Ey + F
8

(1)

Least squares ellipse fitting involves minimising i (E(xi , yi ))2 where the sum is over the
data points and E(xi , yi ) is a suitable error function evaluated at the ith point. The algebraic error function (Equation 1) is commonly used and closed form solutions incorporating the ellipse constraint are available (34; 41). However, algebraic fitting has limitations,
particularly when fitting eccentric ellipses such as those of the acetabular rim. Firstly the
algrebraic error is not invariant under Euclidean transformation. Secondly, it exhibits a
high degree of curvature bias, meaning that a point at a high curvature portion of the
contour contributes less to the fitting than a point having the same amount of noise but
at a lower curvature portion of a contour, leading to overly eccentric or shrunk ellipses.
Thirdly, it weights points on the exterior of the ellipse more strongly than those in the
interior.
P

The most obvious alternative choice of error function is the orthogonal distance, i.e. the
geometric distance from a point to its closest point on the ellipse curve, known as the
orthogonal contacting point. However, this distance is not trivial to compute and thus
numerous computationally cheaper error functions have been considered in the past (42;
43). Today’s computational power and the availability of an efficient algorithm (44; 45)
have increased the feasibility of using the orthogonal distance. The orthogonal contacting
point can be found using Gauss-Newton minimisation.
The fitting strategy adopted here was to first perform a least squares algebraic (LSA)
fit using the algorithm of Halir and Flusser (41) and to subsequently refine it using a
least squares orthogonal distance (LSO) fit (44) (step size κ = 1.2). The underlying
assumption in adopting an LSO fit is that annotation displacement errors normal to the
ellipse contour are Gaussian distributed. LSA fitting on its own was found to hamper
fits to the acetabular rim as the curvature bias perturbed fits to noisy and incomplete
datasets. An example of LSA producing a wildly different fit from LSO is shown in Fig. 5.

Fig. 5. Comparison of fits to the same data points using LSO (initialised with a circle fit) and
LSA.

Once ellipse fitting was completed, grey-level derivative profiles were sampled along normals centred on each of the elliptical contours. Derivative profiles were estimated as finite
difference approximations and normalised so that their elements summed to unity. In the
case of the femoral head it was necessary to discount normals on the neck of the prosthesis. In the case of acetabular rim ellipses, normals that passed through the femoral head
ellipse were discarded. Sample means and covariances matrices were computed from the
remaining normalised profiles for the femoral head and for the acetabular rim respectively.
9

Fig. 6 shows the sample means along with standard deviations.

Fig. 6. Plots of the mean profiles, with error bars showing one standard deviation, obtained from
50 postoperative radiographs for the femoral head (left) and the acetabular rim (right)

5

Active Ellipse Search

A simple, reduced resolution template matching was effective in providing a coarse localisation of the femoral head in order to initialise local search. Specifically, the maximum
of the normalised cross-correlation with a template was found where the template consisted of a cropped femoral head image. When evaluated on 600 × 600pixel cropped
regions of interest from 100 radiographs of Zimmer CPT protheses scanned at 150 dpi,
this straightforward method resulted in successful localisation of the femoral head in all
cases. However, localisation of the femoral head in uncropped radiographs would require
a more advanced method of initialisation. This is not pursued further here.

(a)

(b)

Fig. 7. Points on (a) the femoral head and (b) the acetabular rim, found by minimising Mahalanobis distances over search normals of length 111 and 151 pixels respectively.
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(a)

(b)

Fig. 8. (a) Points found during femoral head search many of which do not correspond to the
elliptical head contour. (b) A least-squares ellipse fit to these points.

Initial estimates of an ellipse’s parameters were refined by iterative local search in the
manner of active shape model search. At each iteration, search line segments were centred
on the current contour normal to it. The normalised derivative profile on each search line
with minimum Mahalanobis distance to the model was found. Minimising the Mahalanobis
distance maximised the probability that the observed profile was drawn from the assumed
Gaussian distribution. This resulted in a new set of points, one on each search line. The
ellipse parameters were updated by fitting to these new points. This was iterated to
convergence or until a fixed maximal number of iterations was completed. A check was
then made for grossly implausible parameters as an indication of fitting failure. In such
cases, active ellipse search was reinitialised. The process is illustrated in Fig. 7.
Femoral head search was performed first. Once the head was localised, acetabular rim
search was initialised with the acetabular ellipse centre coincident with the femoral head
centre and its other parameters initialised as sample means from the training set. In the
case of the femoral head it was necessary to automatically discount datapoints in the neck
region. Up to approximately one-quarter of the ellipse can lie in the neck. Therefore, the
derivatives were summed for each matching profile and the 25% with the lowest sums
were discarded. In the case of the acetabular rim, points were discarded that were within
the femoral head.

6

Robust Fitting

Individual points found during active ellipse search are often not on the structure of
interest. Fig. 8(a) shows an example in which outliers are prevalent due to radiopaque
clutter, in this case a pair of screws to aid fixation of the acetabular cup, the neck of
the prosthesis and confusion between the head and rim. The points in the neck can be
discarded as described above. Clearly, the distribution of the remaining points around
the contour is not well modelled as zero-mean Gaussian. Least-squares ellipse fitting can
therefore result in a very poor fit (Fig. 8(b)). LS has a breakdown point of 0% outliers,
11

so even a single outlier can result in dramatic failure. Instead, a robust fitting method
capable of tolerating high numbers of outliers is required (46).
Least median of squares (LMedS) fitting, in which medi (E(xi , yi ))2 is minimised, has been
found to give good results for ellipse fitting in the presence of outliers (47; 42; 48) and has
also been applied to active shape model search (49; 50). It has a breakdown point of 50%.
In LMedS ellipse fitting, 5-point subsets are randomly selected and the residuals for the
complete data set are computed for those that define ellipses. The ellipse that minimises
the median error is selected. This fit can be “polished” by performing a least-squares fit
to the set of inliers as determined from the LMedS fitted ellipse. Inliers can be defined by
placing a threshold on the point errors, so that the ith point is selected for LS fitting if
and only if it satisfies |E(xi , yi )| < 3γd where d is the median absolute deviation (a robust
noise estimate) defined as:
d = medi |(E(xi , yi ))2 − medj (E(xj , yj ))2 |

(2)

and γ is a Gaussian normalisation and finite-sample correction factor (51):


γ = 1.4826 1 +

5
n−1



(3)

The number, h, of 5-point subsets to evaluate is typically determined in advance. If the
fraction of data points that are outliers is , the probability of selecting 5 points that are
all inliers is given by
P = 1 − (1 − (1 − )5 )h

(4)

and rearranging gives an expression for h:
h =

log(1 − P )
log(1 − (1 − )5 )

(5)

However, Equation (5) does not take into account the quality of the inliers. Given, noisy
inlying points, it is advisable to use a larger value of h.
As noted earlier, several error of fit functions have been used for ellipse fitting and
these vary in terms of computational cost, curvature bias and asymmetry bias, for example (43; 52; 53). The algebraic distance and the weighted algebraic distance are commonly used. Rosin (43; 52) compared 13 error functions and found that the foci bisector
distance provided the best goodness of fit, the lowest curvature bias and an acceptable
level of asymmetry. In this paper, an orthogonal distance error function is compared to
the algebraic, weighted algebraic and foci bisector errors. There appears to be no previous work using the orthogonal distance as an error function for LMedS ellipse fitting. The
experiments reported in what follows are also unusual in that the acetabular rim ellipses
are more eccentric than those found elsewhere in the ellipse fitting literature.
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The algebraic error function, Ea , was given in Equation (1). The weighted algebraic distance, Ewa , is the algebraic distance inversely weighted by its gradient:
Ewa (x, y) = (Ax2 + Bxy + Cy 2 + Dx + Ey + F )

2Cyi + Bxi + E
2Axi + Byi + D

(6)

This can exhibit a lower curvature bias but a greater asymmetry than Ea ; points within
the ellipse are weighted more heavily than points outside the ellipse. The foci bisector
distance is illustrated in Fig. 9 and is defined as
Ef b (x, y) =

q

(xf − x)2 + (yf − y)2

(7)

where (xf , yf ) is the closest point of intersection of the ellipse with the angular bisector
of the lines through the point and the ellipse foci. The foci are given by the expression
q

(xc , yc ) ± ( (a2 − b2 ) cos θ,

q

(a2 − b2 ) sin θ)

where (xc , yc ) is the ellipse centre, a is the major semi-axis length, b is the minor semi-axis
length and θ its orientation.
The orthogonal distance, Eo , between a point and an ellipse is the minimum Euclidean
distance between the point and that ellipse:
Eo (x, y) =

q

(x − xo )2 + (y − yo )2

(8)

where (xo , yo ) is the orthogonal contacting point. Both Safaee-Rad et al. (53) and Ahn et
al. (44; 45) proposed methods for locating the orthogonal contacting point. Without loss
of generality, consider a canonical ellipse centred at the origin and with its axes aligned
with the image axes.
x2 y 2
+ 2 =1
a2
b

(9)

An orthogonal contacting point will satisfy:
δy yi − y
−b2 x yi − y
·
= 2 ·
= −1
δx xi − x
a y xi − x

(10)

Fig. 9. The closest point of intersection of the angular bisector (xf )
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Combining Equations (9) and (10) gives:
1
f1 (x, y) = (a2 y 2 + b2 x2 − a2 b2 ) = 0
2

(11)

f2 (x, y) = b2 x(yi − y) − a2 y(xi − x) = 0

(12)

A solution was found using the generalized Newton method. This iterative procedure was
initialised with the intersection point on the ellipse of a line from the centre of the ellipse
and the data point. This is a good initialisation as it always lies in the same quadrant
of the ellipse as the orthogonal contacting point. Ater 3 to 4 iterations, convergence was
reached upon the orthogonal contacting point.

6.1

6.1.1

Empirical Comparison of Ellipse Fitting Methods

Synthetic Data

LMedS ellipse fitting using each of the four error functions Ea , Ewa , Ef b and Eo was tested
for accuracy and robustness using synthetic data sets somewhat similar to those used by
Rosin (42). Two ellipses were used to generate them; the first had an eccentricity of 0.66
(a = 333, b = 250) and the second had an eccentricity 0.98 (a = 300, b = 60). Three types
of data set were generated using each ellipse.
Gaussian noise Data points were sampled at uniform intervals along the ellipse with
additive Gaussian noise in the direction normal to the ellipse contour (σ = 0, 10, . . . , 70).
Gaussian outliers Some points were sampled with noise drawn from a low variance
Gaussian (σ = 5) while the remainder had high variance Gaussian noise (σ = 500) thus
creating outlying points. The percentage of points with high variance noise was varied
(0%, 10%, . . . , 90%).
Structured outliers Structured noise was introduced by sampling some of the points
from straight line segments close to the ellipse. All points were sampled with Gaussian
noise (σ = 5), 80% from an elliptical arc, 10% from a line segment orthogonal to
that arc, and 10% from another line segment rotated 45◦ with respect to the first line
segment. The percentage of structured outliers was varied (0%, 10%, . . . , 90%).

(a)

(b)

(c)

Fig. 10. Point sets generated from the more eccentric ellipse using (a) Gaussian noise (σ = 10),
(b) half low-variance Gaussian noise (σ = 5) and half high-variance Gaussian noise (σ = 20),
and (c) structured outliers sampled from noisy line segments.

An example from each type of data set is shown in Figure 10. Each example consisted of 38
points. LS fits using orthogonal and algebraic error functions and LMedS fits (with LS fine
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tuning on resulting inliers) using algebraic, weighted algebraic by gradient, foci bisector
distance and orthogonal error (44) functions were performed. The Euclidean distances
between the original and recovered ellipse centres were used as a measure of accuracy.

(a)

(b)
Fig. 11. Centre errors (means and standard deviations) for (a) less eccentric and (b) more
eccentric synthetic ellipse data with Gaussian noise

Figs. 11-13 show the alpha trimmed means (α = 0.1) of the centre errors. Each point on
these plots was computed from 500 examples. Also shown are the standard deviations of
the 500 centre errors obtained per dataset.
Unsurprisingly, LS outperformed LMedS in the presence of purely Gaussian noise (see
Fig. 11) with orthogonal LS only slightly more accurate than algebraic LS. However, the
difference between orthogonal and algebraic LS is more pronounced on the more eccentric
ellipse.
LMedS fitting was more accurate in the presence of outliers, whether Gaussian or structured. Figs. 12 and 13 show that LMedS using foci bisector or orthogonal error functions
performed best on both ellipse eccentricities. It can be seen from Fig. 14 that the orthogonal distance outperforms the foci bisector slightly. Results obtained with greater than 50%
outliers lie beyond the theoretical break-down point of LMedS and so not surprisingly are
poor. LMedS fitting with algebraic and or weighted algebraic functions performed very
poorly in the presence of structured noise (Fig. 13). In fact, LS methods were better in
this case as LS fitted to both the straight line segments and the elliptical arc, evidenced by
the relatively low standard deviations of both LS fits. The LMedS algebraic and weighted
algebraic tended to favour points on the line segments and thus had very high standard
deviation.
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(a)

(b)
Fig. 12. Centre errors (means and standard deviations) for (a) less eccentric and (b) more
eccentric synthetic ellipse data with Gaussian outliers

(a)

(b)
Fig. 13. Centre errors (means and standard deviations) for (a) less eccentric and (b) more
eccentric synthetic ellipse data with structured outliers
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(a)

(b)

(c)

(d)

Fig. 14. Centre errors using foci bisector and orthogonal distance error functions for the less
eccentric ellipse with (a) Gaussian outliers and (b) structured outliers, and for the more eccentric
ellipse with (c) Gaussian outliers and (d) structured outliers.

6.1.2

Radiographic Data

A set of 19 radiographs containing Zimmer CPT prostheses with particularly eccentric
rim projections (e > 0.96) was obtained. The most accurate error-of-fit functions from
the experiments using the synthetic data sets described above were selected. These were
used to perform active ellipse localisation on the radiographs. Localisation was run twice
on each image, providing 38 results per method. No LS fine tuning was performed on the
resulting inliers.

On this challenging dataset, LMedS orthogonal fitting succeeded 23 times out of 38,
LMedS foci bisector 22 times, and LMedS algebraic 6 times. An example of the output of
each of these algorithms is shown in Figure 16. Fig. 15 shows examples of failures. Given
the excessive difficulty of the data set and the absence of any LS fine tuning to inliers
(which increases the performance of all three error functions), the results using LMedS
fitting were encouraging considering typical datasets include eccentricity ranging from
0.8 to 1.0 while this dataset focused on eccentricities higher than 0.96. The orthogonal
distance was retained as an error function in the experiments that follow in order to obtain
high accuracy.
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(a)

(b)

(c)

(d)

Fig. 15. Failures of the method due to (a) a highly eccentric rim at an unusual orientation, (b)
clutter, and (c-d) fitting to the near-circular wire marker on the periphery of the acetabular cup.

(a)

(b)

(c)

Fig. 16. An eccentric rim with (a) failed algebraic, (b) successful foci bisector and (c) successful
geometric fits.
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7

Wear Estimation

Acetabular wear manifests as displacement over time of the acetabular rim relative to
the femoral head. Given the image projections of the 3D centres of the acetabular cup
rim and the femoral head, wear in the plane of radiograph could be measured in terms of
their relative displacement based on the known diameter of the femoral head. Specifically,
(t+∆t)
(t) (t)
= (xc(t+∆t) , yc(t+∆t) ) denote the image coordinates of the
let x(t)
c = (xc , yc ) and xc
projections of the cup rim centre in radiographs acquired at times t and t+∆t. Similarly, let
(t)
(t+∆t)
xh and xh
denote images of the femoral head centre. Linear wear, w(t, ∆t), between
times t and ∆t could be approximated as:
(t+∆t)

w(t, ∆t) = ρ(t+∆t) (x(t+∆t)
− xh
r

(t)

) − ρ(t) (x(t)
r − xh )

(13)

where ρ(t) and ρ(t+∆t) are factors that convert the units of measurement from pixels to
(t)
(t)
mm. Let ah and bh denote the major and minor semi-axis lengths of the femoral head
ellipse. Given the radius, r, of the femoral head, the conversion factor at time t is:
ρ(t) =

2r
(t)
ah

(14)

(t)

+ bh

and similarly for ρt+∆t . It is important to note, however, that the centre of the acetabular
rim ellipse does not in general coincide with the image projection of the centre of the rim
in 3D nor consistently to any point on the prosthetic structure. Nevertheless, the ellipse
centre has been suggested as a reference point for measuring acetabular wear (19; 37). The
discrepancy between the centre of the projected ellipse and the projection of the centre
of the circle is known as the eccentricity error and is illustrated in Fig. 17. Eccentricity
error is largely due to rotation in depth so it is useful to be able to estimate the rotation
of the circular rim marker relative to the image.

Fig. 17. Projection of the circle to an ellipse showing the ellipse’s minor axis. Eccentricity error,
, is the distance between the ellipse centre, B, and the projection, C, of the circle’s centre, O∗ .
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7.1

Estimation of Rotation in Depth and Eccentricity Error

The 3D pose of the acetabular rim circle can be estimated from its image provided that
the film-focus distance, f , is known. Consider the cone of perspective projection that
intersects the acetabular rim ellipse and the centre of projection. The pose can be found
as the rotation such that the intersection of this cone with the image plane becomes
a circle. Forsyth et al. (54) suggested computing this rotation in two stages. The first
stage computes a rotation which centres the projected ellipse at the image centre with
its major axis aligned with the image x-axis. This is achieved by diagonalising the ellipse
matrix. The second stage computes a rotation about the x-axis in order to obtain a circle.
More formally, if all distances are expressed as multiples of f , the equation of the cone
(formed by the ellipse and the centre of projection) in matrix form is xT Ex = 0, where
x = [x, y, z]T and E is the real, symmetric matrix




 A B/2 D/2 






(15)


E=
 B/2 C E/2 


D/2 E/2 F

The first rotation, R, of this cone is obtained by matrix diagonalisation to obtain E =
RΛRT , where R is the matrix whose columns are the eigenvectors and Λ = diag[λ1 , λ2 , λ3 ]
is the diagonal matrix of corresponding eigenvalues. Applying this rotation to the cone
gives the new cone λ2 x2 + λ1 y 2 + λ3 z 2 = 0. Recall that a second rotation is then needed
to obtain a circle in the image and that this rotation will be about the x-axis. Rotation
by an angle ω about the x-axis would result in the cone:
λ2 x2 + (λ1 cos2 ω + λ3 sin2 ω)y 2 + (λ1 sin2 ω + λ3 cos2 ω)z 2 +
2(λ1 + λ3 ) sin ω cos ωyz = 0

(16)
(17)

In order to obtain a circle, the x2 and y 2 coefficients must be equated:
λ2 = (λ1 cos2 ω + λ3 (1 − cos2 ω))

(18)

Rearranging gives the desired x-axis rotation:
s
−1

ω = ± cos

λ2 − λ3
λ1 − λ3

(19)

In general there is a fourfold ambiguity in the value of ω corresponding to the four quadrants.
In standard clinical practice, the x-ray beam is centred on the symphysis pubis. Since
the distance on the x-ray film between the symphysis pubis and the acetabulum is small
relative to the film-focus distance, f , the beam centre is taken to be at the acetabulum in
20

what follows. This simplifying assumption introduces an approximation error. Eccentricity
of the rim marker ellipse is then explained in terms of rotation in depth and the eccentricity
error’s component in the direction of the ellipse’s major axis is zero. An expression for
the eccentricity error, , can therefore be computed as the midpoint of the two projected
ellipse points that lie on the minor axis (Fig. 17):
1
f r cos ω
f r cos ω
=
−
2 d + r sin ω d − r sin ω
−f sin ω cos ω
=  2
d
− sin2 ω
r

!

(20)
(21)

where r is the radius of the acetabular cup and d is the distance between the acetabular
rim centre and the focus. In the experiments reported here, the rotation in depth, ω, was
estimated using Equation (19) and assumed to lie in the first quadrant.

7.2

Empirical Investigation

A training set of 45 postoperative radiographs containing Zimmer CPT prostheses with
22.225mm diameter heads was used. The test set consisted of 50 cases of Zimmer CPT
prostheses with 28mm head diameter. Each case had year 1 and year 5 radiographs
taken consecutively. 175 cases were queried from the patient database. 3 were
rejected due to there being no hip prosthesis in one or both the radiographs,
19 were rejected due to the presence of a metal backed acetabular cup, 12
due to eccentricities higher than 0.96 being present in one or both of the
radiographs, 6 due to poor exposure in one or both of the radiographs and 1
case due to fatal fracture of the femoral component at year 5. The test data
therefore consisted of 50 cases chosen uniformly at random from the remaining
134 cases. These were standard clinical radiographs for which the exposure parameters
f and d were not recorded. Each radiograph was digitised at 150 dpi. Ellipse models were
appropriately scaled to account for the relative size difference of the femoral heads in
training and test data.
Given the Monte-Carlo approach to generating five-point subsets for robust parameter
estimation, the active ellipses method exhibits variation. The effect on repeatability of
varying the number of normals used for active ellipse search was examined. Paired measurements i.e. two measurements were obtained from each radiograph) of the distance
between the rim and head ellipse centres were obtained on the 50 test cases. Table 1 summarises the results. In subsequent experiments, 400 normals were used. Other parameter
values used in these experiments are detailed in Table 2.
Paired measurements were made of the Euclidean distance between the estimated head
and rim centres (without eccentricity correction). There was no failure of fitting. At
year 1, the differences between paired measurements of the Euclidean distance between
the femoral head and acetabular rim centres were distributed with standard deviation
σ = 0.09 and at year 5 with σ = 0.07. In both cases, the mean difference was 0.00mm.
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Table 1
The effect of varying the number of normals. Means and standard deviations of differences
between paired measurements of the inter-centre distance.
Number of normals

40

80

120

160

200

400

800

Mean difference (mm)

0.02

0.01

-0.01

-0.01

0.01

0.00

0.00

Standard deviation

0.16

0.14

0.12

0.12

0.11

0.11

0.11

Table 2
Parameter values used for active ellipse search.
Parameter

Value

Length of model profiles (k)

31 pixels

Length of femoral head search normals (m1 )

111 pixels

Length of rim search normals (m2 )

61 pixels

Convergence criteria for ∆a, ∆b, ∆xc , ∆yc

0.1 pixels

Convergence criteria for ∆θ

10◦

Maximum number of iterations before termination

30

LSO step size (κ)

1.2

Number of minimal subsamples for LMedS (h)

300

It is worth noting that this demonstrates better repeatability than human annotators
tasked with providing point sets for overconstrained ellipse fitting (55). Fig. 18 shows a
distribution of wear estimates obtained without eccentricity correction.

Fig. 18. Distribution of the magnitude of wear vectors over 4 years for the (uncorrected) active
ellipses method

Fig. 19 shows the distributions of rotations in depth computed using Equation (19) at
year 1 and year 5 represented as histograms with a bin size of 5◦ . Since values for f and d
were unavailable values reported by Krismer et al. (19) were used. Krismer et al. reported
minimum, mean and maximum values for f of 900mm, 1000mm and 1300mm respectively
and object-film distances between 180mm and 270mm. A middle value of 225mm was used
here as an estimate for the expected value. Using the minimum values of f and d would
generate the largest error and thus would be a worst case scenario. The maximal values
22

(a)

(b)

Fig. 19. Distribution of rotations in depth in degrees obtained for (a) Year 1 and (b) Year 5
radiographs.

would be the best case scenario. The middle values represent the expected case. Fig. 20
illustrates the best, expected and worst case eccentricity errors for one of the radiographs.
Displacing the ellipse centre along the minor axis by a distance  recovers the projection
of the rim centre and thus corrects for the eccentricity error.

(a)

(b)

(c)

Fig. 20. Visualisation of correction results where (a) f = 1300mm, d = 1120mm, (b)
f = 1000mm, d = 775mm, and (c) f = 900mm, d = 630mm.

If the rim ellipse centre is used in place of the true centre, eccentricity error will affect
wear estimates. If the eccentricity error is consistent over time, the wear error could be
small. In order to investigate the possibility of such consistency, the absolute difference
between rotations in depth at year 1 and year 5 was computed for each case. The resulting
distribution is plotted in Fig. 21(a).
The effect of correcting for eccentricity error upon wear estimates was computed using the
worst, expected and best case exposure parameters. The distributions of the differences
between wear estimates with and without correction are plotted in Fig. 21(b). Standard
deviations were found to be 0.016mm, 0.026mm and 0.036mm, with means of −0.004mm,
−0.008mm and −0.012mm for the the best, expected and worst case exposure parameter
values.
Wear estimates were computed as vectors describing the direction of wear for the test
set using Equation (13) (without eccentricity correction). There were no cases that had
failure of fitting. Fig. 18 shows the distribution of the resulting estimates without eccen23

(a)

(b)

Fig. 21. (a) Distribution of absolute differences between Year 1 and Year 5 rotations in depth in
degrees. (b) Binned distribution of differences between uncorrected and corrected wear values
for different exposure parameters. Sample means (standard deviations) of these distributions
were 0.00(0.02), 0.00(0.03) and −0.02(0.04) for best, expected and worst cases, respectively.

tricity correction and Table 3 gives the means and standard deviations with and without
eccentricity corrections. Eccentricity correction has little overall effect on the repeatability of the duo-radiographic method or on the mean of the wear measurements obtained.
However the eccentricity error can have a noticeable effect on individual measurements,
the maximum errors assuming best, expected and worst case parameters being 0.04mm,
0.08mm and 0.10mm, respectively.
Table 3
Mean wear estimates (over 4 years) and mean differences between paired wear measurements
(standard deviations in parentheses)
Method

8

Linear wear:

Mean difference between

years 1 to 5 (mm)

paired measurements (mm)

Uncorrected : ellipse centres

0.42 (0.32)

0.02 (0.11)

Corrected: Best case

0.43 (0.33)

0.01 (0.10)

Corrected: Expected case

0.43 (0.33)

0.02 (0.10)

Corrected: Worst case

0.44 (0.33)

0.02 (0.11)

Discussion and Conclusions

A fully automated method for measuring acetabular wear was described. The only other
fully automated method for radiographic analysis of total hip replacements is based on
roentgen stereogrammetric analysis (RSA) which has been used for measuring prothesis
migration (56). In contrast to RSA, the method presented does not require specialised
equipment or invasive apparatus, only a standard PC and x-ray acquisition set-up. This
low overhead, coupled with the robustness of fitting and increased repeatability over manual annotation mean that the method holds promise for use
in standard clinical settings, although further work will first be needed to
estimate the bias of the method.
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The use of robust LMedS fitting with an orthogonal error function was introduced and
demonstrated to provide good results when compared to competing methods. In applications where computational speed is important, the foci bisector distance can be recommended as a suitable approximation.
Consistent rotation in depth tends to mitigate the effect on duoradiographic wear measurements of eccentricity error introduced by using the projected acetabular rim centre
as a reference point. Nevertheless, the magnitude of this systematic error is sufficient to
warrant careful consideration. It can have a significant effect on individual wear measurements producing four year changes as large as 0.04mm, 0.08mm and 0.10mm assuming
best, expected and worst case exposure parameter values, respectively. Linear wear rates
have been found experimentally to range between 0.09mm/year and 0.25mm/year (57)
so these errors can become clinically relevant. This serves to highlight the importance of
recording f and d at acquisition in order that these sources of error can be controlled.
Correcting for this source of error in the proposed method is novel and should also be
applied to other methods that use the centre of the rim. Examples of these methods include EBRA (19) and Eggli et al. (37) when using the centre of the acetabular rim as a
reference point. The effect of eccentricity error on uniradiographic methods will be more
pronounced.
Eccentricity error due to translation of the acetabular cup away from the beam centre
was not considered in this study. Such translation introduces further error including, in
general, a component in the direction of the ellipse’s major axis. In standard clinical
radiographs the beam centre often lies on the symphysis pubis which can be as much as
900 pixels away from the acetabular rim centre on a 150 dpi radiograph. If the location
of the beam centre, or that of the symphysis pubis as an approximation to the beam
centre, were known, the full eccentricity error could be estimated. Ahn et al. (58) provide
a detailed treatment of the relevant geometry (using a camera model).
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